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Abstract—Segment prefetching is a technique that transmits
the next video segments in advance closer to the user to serve con-
tent with reduced latency. Due to its location and capabilities, an
edge computing node is an ideal component for executing segment
prefetching policies and storing/caching the prefetched segments.
In this work, we study segment prefetching techniques deployed
at the edge computing node for adaptive video streaming. We
propose different types of segment prefetching policies and study
their costs and benefits, including segment prefetching based on
past segment requests, transrating, a Markov prediction model
and machine learning. Besides, we analyze and discuss which
segment prefetching policy is better under which circumstances
and the influence of the ABR algorithm and the bitrate ladder
on segment prefetching.

Index Terms—Edge computing, MEC, content delivery, adap-
tive video streaming, HAS, segment prefetching

I. INTRODUCTION

According to the Ericsson Mobility Report [1], video
streaming accounts for the majority of mobile network traffic.
One of the main reasons for this is the wide use of HTTP
Adaptive Streaming (HAS) techniques and protocols such
as HTTP Live Streaming (HLS) [2] and Dynamic Adaptive
Streaming over HITP (MPEG-DASH) [3]. HAS techniques
divide the video into different segments or chunks encoded
in different qualities, enabling Adaptive Bit Rate (ABR)
algorithms to request the segment quality that best fits the
current network conditions. Multi-access Edge Computing
(MEC) allows for computing, storage and some traffic control
capabilities at the network edge, i.e., closer to the end users.
Video streaming can be improved by deploying mechanisms
at the edge that leverage edge capabilities, achieving a better
final Quality of Experience (QoE) for the users.

Segment prefetching is one of the key mechanisms that can
be deployed at the edge computing node and support the video
streaming process. This mechanism transmits future video
segments closer to the user before they are requested, reducing
serving latency. We aim to study the benefits of this technique
and how it can be executed. Moreover, as this technique can
highly improve the final QoE of the users, we propose different
segment prefetching policies and examine which policy is
better under which conditions. Content Delivery Networks
(CDNs) and caching are out of the scope of this paper—
we aim to study segment prefetching policies deployed at
the edge computing node co-located with a base station of a
mobile (e.g., 5G) network cell. There are two main reasons for
considering this type of edge computing: This location, closer

to the user than regular CDN edges, offers access to Radio

Access Network (RAN) metrics using the Radio Network

Information Service (RNIS), which can be used to predict

future network conditions with machine learning techniques

and, therefore, future segment requests. The second reason is
that the latency can be critical in some segment prefetching
policies, and the edge computing node serves the users from

a closer location than CDNs, reducing latency.

The contributions of this paper are as follows:

o Proposal, analysis and evaluation of segment prefetching
policies based on (i) the last segment request, (ii) transrating,
(iii) a Markov prediction model, and (iv) machine learning
techniques, w.r.t. their costs and benefits.

« Studies of which of these segment prefetching policies are
better under which circumstances, i.e., toward the goals of
maximizing users’ QoE and minimizing bandwidth con-
sumption and computing power requirements.

« Analysis of the influence of the client-side ABR algorithm
as well as the bitrate ladder on segment prefetching.

The remainder of the paper is structured as follows. Sec-
tion II reviews the related work. In Section III we present the
different segment prefetching policies. Section IV evaluates
the performance of the different policies. Section V presents
the discussion where we attempt to answer key questions
related to segment prefetching, as indicated previously. Sec-
tion VI concludes the paper and presents future work.

II. RELATED WORK

In [4], Chen et al. address the problem of proxy jitter, i.e.,
delayed fetching of uncached segments. The authors propose
an active prefetching method that offers a good tradeoff
between improving the byte hit ratio and reducing proxy
jitter. Moreover, the authors present Hyper Proxy, a streaming
proxy system that generates minimum proxy jitter with a low
delayed startup ratio at the expense of a slight decrease of
byte hit ratio compared with similar mechanisms. While it
is interesting to reduce proxy jitter, we prefer to focus the
comparison on QoE-related metrics such as mean bitrate, mean
segment switches, and stalls. In [5], Cao et al. propose an
MEC-based prefetching and caching framework to improve
the users’ QoE in high-speed train use cases. The high-speed
train can act itself as a moving content proxy, prefetching
the next contents when the throughput is high, i.e., when it
is close to a base station, storing the segments in the local
cache and serving them when the connectivity deteriorates,

344



e.g., when the high-speed train is moving away from the base
station. Nevertheless, this solution focuses on high-speed train
scenarios with specific conditions e.g., path loss and Doppler
effect. It is preferable to present different segment prefetching
policies that can be adapted to diverse scenarios with different
restrictions in storage, bandwidth, and computing power. Ge et
al. [6] present a content delivery system named MVP (Mobile
edge Virtualization with adaptive Prefetching) that achieves
seamless playback of 4K Video-on-Demand (VoD) by using
segment prefetching at the edge computing node. The authors
study the tradeoff between prefetching too few segments,
which may cause rebuffering, and prefetching too many seg-
ments, which can lead to more bandwidth consumption and
edge storage usage. Finally, the MVP scheme is evaluated in
a real LTE-A network infrastructure under realistic scenarios.
The proposed method achieves the goal of guaranteeing 4K
VoD content in LTE networks. However, we believe it is
interesting to investigate several prefetching methods with
different tradeoffs between resource usage and performance,
so the service provider can adapt better to its requirements.

While the existing literature covers different aspects of seg-
ment prefetching in the context of adaptive video streaming,
it lacks a thorough analysis of different segment prefetching
policies and the possibilities edge computing offers to improve
its performance. Thus, this paper aims to propose and inves-
tigate in depth various segment prefetching policies at the
edge with respect to their costs and benefits under different
circumstances.

III. STUDY OF SEGMENT PREFETCHING POLICIES

This section presents several segment prefetching policies,
each with different resource usage and performance. We study
four types of segment prefetching policies: (i) based on the
last segment quality, (ii) based on transrating, (iii) based on a
Markov prediction model, and (iv) based on machine learning.

A. Prefetching Based on Last Segment Quality

We first study segment prefetching based on the last segment
quality. In particular, we analyze three different policies:

o Last segment quality (LSQ): LSQ prefetches the same
quality level as in the last segment request. This policy lever-
ages an ABR algorithm’s tendency to reduce the number of
quality switches as they deteriorate the QoE.

« Last segment quality plus (LSQ+): Similar to LSQ, in the
LSQ+ policy the edge prefetches: (/) the same quality level
as in the last segment request; (2) one quality above; and
(3) one quality below.

o All segment qualities (ASQ): This policy prefetches all
available quality levels for the next segment.

The LSQ policy is expected to behave better in stable
network situations with only a few quality switches. The fewer
quality switches, the fewer times LSQ will result in prefetching
misses, and the more efficient this policy will be. The ABR
algorithms play an essential role here, as ABR algorithms that
are conservative on quality switches will perform better with
LSQ than aggressive ones. The LSQ+ policy is based on the

TABLE I
MEASURED TRANSRATING TIMES FOR 4-SEC. SEGMENTS [MS]
To
Q0 | o1 Q2 [ Q3 | Q4 [ Q5
Q| 0 - - - . -
1 286 0 -
From Q2 538 852 0 -
Q3 735 1060 | 1993 0 -
4 914 1202 | 2124 | 3856 0 -
Q5 [ 1731 | 2008 | 3081 | 4519 | 6819 0

hypothesis that most quality switches are within one quality
level higher or lower. Furthermore, this policy balances serving
segments directly from the edge and bandwidth consumption
in the network’s backhaul. Nevertheless, LSQ+ may not be
sufficient for unstable networking conditions with a high am-
plitude of segment switches or when the bitrate ladder contains
many different representations. Finally, the ASQ policy assures
that the next segment will be served directly from the edge
computing node. On the downside, it drastically increases the
backhaul network bandwidth and edge storage requirements.
However, if multiple users with different network conditions
consume the same content, ASQ can be appropriate.

B. Prefetching Based on Transrating

The next segment prefetching policy we analyze is prefetch-
ing based on transrating, i.e., the process of converting mul-
timedia files to a reduced bit rate (and resolution, possibly).
In this policy, the edge computing node always requests the
highest quality level from the server. The main reason is that
transrating to a lower quality guarantees an excellent visual
quality of the segment as opposed to transrating to a higher
quality, where the visual quality might be degraded. When the
highest quality segment arrives at the edge node, it is transrated
to the quality requested by the user. The extra delay caused by
the live transrating step can be compensated by (i) the delay
reduced by serving the segment directly from the edge node
and not from the video server, and (ii) the player buffer.

We measure the transrating times of 4-second segments
from higher quality levels to lower ones and show the results
in Table I. We use the Big Buck Bunny video encoded using
H.264/AVC [7], in the six different representations of bitrate
ladder (C) shown in Table III. The resolution ranges from
320x 180 for a bitrate of 200 kbps (quality 0) to 3840x2160
for a bitrate of 17000 kbps (quality 5). We use FFmpeg [8]
to perform the transrating operations on a regular PC with
Intel Core i7-9750H 2.60GHz, 16 GB RAM, 64-bit Windows
10. The transrating times from the maximum quality level
to qualities 0, 1 and 2 are lower than the segment duration,
but to qualities 3 and 4 they are higher. We can anticipate
that when qualities 3 and 4 are requested, the added latency
due to transrating might reduce the buffer occupancy at the
client, potentially causing stalls. However, it is expected that
hardware with higher computing power would be deployed
in a real edge node, resulting in transrating times lower
than the segment duration. Furthermore, since this policy
always requests the highest quality, it will consume more
bandwidth than other segment prefetching policies such as
LSQ. However, this policy assures a 100% hit rate, i.e., the
requested quality from the user will always be served directly
from the edge node.
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C. Prefetching Based on a Markov Model

We design a segment prefetching policy based on a Markov
finite state machine deployed at the edge computing node.
During the video streaming session, each user has its own
Markov state matrix continuously updated with each request,
i.e., the probability of requesting each quality is adjusted con-
sidering the previous quality. This policy prefetches the quality
with the highest probability of being requested. To perform the
prediction, we use a Markov prediction model, where the states
represent the different segment qualities of the video, and the
state change probability is the probability of switching from
one quality to another. Our Markov prediction model consists
of an NxN matrix, where N is the number of segment quality
levels. This policy has a simple implementation but requires
edge capabilities to store the Markov matrix and find the
quality with the highest probability of being requested for each
user request. Furthermore, the prediction in the early phases
might be problematic as the matrix does not have enough
information. A possible solution can be to re-use the Markov
state matrix of clients with similar network conditions.

D. Prefetching Based on Machine Learning

Machine learning (ML) techniques can accurately predict
future segment requests of ABR algorithms. Supervised learn-
ing algorithms learn the relation between inputs and outputs
using training datasets and can predict future outputs with
new inputs achieving excellent accuracy with enough training.
This approach is suitable for predicting the behavior of ABR
algorithms, as they use input metrics such as throughput,
bandwidth status or current buffer size to choose the content
quality best suited to the current conditions. Each edge node
continuously collects data that can be used to improve its ML
model’s training and, therefore, the predictions’ accuracy. This
way, the training data can be adapted for the specific traffic
conditions of each edge node.

We use such a policy employing ML techniques to predict
the next quality request and prefetch it to the edge. To perform
the prediction, the ML model needs some metrics as input.
ABR algorithms employ different metrics to perform their
decisions, such as throughput-based or buffer-based metrics.
Similarly, we select four different input metrics for our
prefetching policy:

o Buffer size (in ms): This metric indicates the buffer occu-
pancy in milliseconds when the segment request is made.

o Bandwidth (in Mbps): The perceived bandwidth for the
player, obtained by dividing the segment size by the segment
downloading time.

« Previous quality: The quality level of the previous request.

o Previous bandwidth (in Mbps): The perceived bandwidth for
the player at the last segment request.

The performance of the segment prefetching policy based
on ML depends on the accuracy of their segment quality
predictions. ABR algorithms with simpler logic are expected
to be easier to predict, while more complex ones could lead
to mispredictions that deteriorate the performance. The ML-
based prefetching policy has minimum bandwidth and storage

TABLE I

RANDOM FOREST PREDICTION EVALUATION
Bitrate Bitrate Bitrate
ladder (A) ladder (B) ladder (C)
TBA [ BBA [ SARA | TBA | BBA [ SARA | TBA | BBA | SARA

0.27 0.03 0.22 0.2 0.04 0.16 0.36 0.08 0.44

Avg. error of
LSQ (
Avg. error of
RF prediction ( ities)
Accuracy of
RF prediction (%)

~0 ~0 0.14 ~0 ~0 0.16 ~0 ~0 0.25

99.99 | 99.96 | 92.78 | 99.99 | 99.99 91.4 99.99 | 99.98 | 90.86

consumption but requires computing power at the edge to run
the ML predictions. We study the accuracy of the predictions,
the processing time and the overall performance of this policy.

Using the simulator and other settings described in Sec-
tion IV-A, we create nine custom datasets, the combination
of three bitrate ladders, (A), (B) and (C), and three different
ABR algorithms, throughput-based, buffer-based, and hybrid-
based. We choose these ABR algorithms because they use
different inputs to make their adaptation decisions. Each
dataset includes five fields for each segment request: buffer
size, bandwidth, previous quality, previous bandwidth, and the
final quality requested by the ABR algorithm. The first four
fields are the input metrics for the ML algorithm, and the
fifth field is the final output, i.e., the ground truth. We have
approximately 30,000 segment requests for each dataset. The
Random Forest (RF) model is trained one time per dataset.
We split each dataset into training and testing data, assigning
90% and 10%, respectively. We performed our experiments
using Random Forest as the chosen ML algorithm, since
it provides better results for this task according to related
work [9]. We implemented the RF model using the Scikit-
Learn package [10] on a Windows machine with Intel Core
i7-9750H 2.60GHz, 16 GB RAM, 64-bit Windows 10.

We evaluate the prediction accuracy to evaluate the feasibil-
ity of RF prediction-based segment prefetching. This metric is
relevant since, if the prediction fails, the requested segment is
not prefetched; instead, the request has to be sent to the server,
or the user has to cope with a different quality level than the
one requested. Furthermore, we also evaluate the computing
time it takes to predict the next quality. Similar to the segment
prefetching policy based on transrating, the time it takes to
predict and deliver the prefetched segment must be lower than
the segment duration to preserve the buffer occupancy.

Table II shows the performance of our RF model prediction
for each dataset. We aim to improve the performance of the
LSQ policy, so we use this policy as a baseline here. We
measure the average error of LSQ by averaging the difference
between the actual quality requested by the ABR algorithm
and the quality prefetched following the LSQ policy for
all prefetched segments. Similarly, the average error of RF
prediction is measured by averaging the difference between the
actual quality requested by the ABR algorithm and the quality
prefetched following the ML-based policy for all prefetched
segments. We use cross-validation to mitigate overfitting. The
results show more than 91% of accuracy of RF prediction for
all datasets, including close-to-100% accuracy for the TBA
and BBA ABR algorithms, which means that the ML model
will predict with almost no mistake the next quality. Finally,
we measure the computing time to predict the next segment
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TABLE III

BITRATE LADDERS UTILIZED TO CONDUCT THE EXPERIMENTS
Quality Ievels (kbps)

2 3 4 5
4300

Name 0 1
(A) 200 750
(B) 2300 | 4300 | 7000 | 17000
© 200 750 | 2300 | 4300 | 7000

Average bitrate and switching magnitude of
different segment prefetching policies

3| W Avg Bitrate Q

= Avg_Switching_Q

= Avg_Bitrate_kbps

EEm Avg_Switching_kbps

2300

17000

11000

10000

9000

kbps

8000

Quality level
~N

7000

6000

Baseline  LSQ  LSQ+ 5000

ASQ Transrating Markov ML

Fig. 1. Average bitrate and switching magnitude of different segment
prefetching policies

quality once the model is trained. For that purpose, we tested
100 segment quality predictions and averaged the time, which
was ~75 milliseconds. The added delay is insignificant as
compared to the segment duration (i.e., 4s in our evaluation).

1V. EVALUATION
A. Experimental Setup

We use the ANGELA simulator [11] to conduct our ex-
periments. We simulate 100 non-synchronized clients hav-
ing different video streaming sessions over the same edge
computing node, i.e., they share the edge cache, which uses
the Least Recently Used (LRU) cache replacement algorithm.
The cache size is 1 GB. We use real 4G radio traces [12]
with a wide range of radio profiles and mobility patterns
such as pedestrian, car, bus, train, and static. We use three
types of client-based ABR algorithms: throughput-based [13],
buffer-based [14], and hybrid-based (SARA) [15]. We transmit
225 segments with a four-second duration each. We utilize
three different bitrate ladders to study the impact of different
bitrate ladder configurations on segment prefetching: (A) —
from standard resolution up to 1080p; (B) — high resolution,
as utilized to broadcast recent events such as the Tokyo
Olympic Games [16]; (C) — full bitrate ladder combining
bitrate ladders (A) and (B). The three bitrate ladders are
shown in Table III. We utilize the representations of a multi-
codec DASH dataset [7]. The video popularity follows a Zeta
distribution with a shape parameter («) of 2 [17].

We use six metrics to evaluate and compare the perfor-
mance of the segment prefetching policies: mean bitrate,
mean switching magnitude, mean number of stalls, mean stall
duration, prefetching hits percentage, and unused data, i.e.,
data (measured in size) that was prefetched to the edge node
and not used (i.e., not requested by the client).

B. Results

We conduct the experiments following the experimental
setup described in Section IV-A. Due to lack of space, in
this section, we only show results for the hybrid-based ABR
algorithm (SARA) and the bitrate ladder (C). However, we

Prefetching hits and unused data of

different segment prefetching policies
Bl Prefetching_Hits
EEm Unused_Data
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Fig. 2. Prefetching hits and unused data of segment prefetching policies

will assess the impact of the ABR algorithm and the bitrate
ladder in the discussion of Section V.

Figure 1 shows the average bitrate and the average switching
magnitude measured in quality levels and kbps for different
segment prefetching policies, including baseline results with-
out segment prefetching. The left y-axis shows the average
quality level, ranging from O to 5, but it is trimmed for better
visualization. The right y-axis shows the magnitude expressed
in kbps, also trimmed for better visualization of the results.
The mean number of stall events and their mean duration
turned out to be the same for all segment prefetching policies
studied; due to space constraints, these results are not shown.
Figure 2 shows the prefetching hits and unused data results
for the different segment prefetching policies under study. The
prefetching hits are the percentage of segments prefetched at
the edge that the client requested regarding the total number
of requests (not including the first request as it can not be
prefetched). The unused data is the percentage of data sent to
the edge node that was not used regarding the total amount of
data sent.

The three policies based on the last segment quality, LSQ,
LSQ+ and ASQ, achieve a higher average bitrate than the
baseline without increasing the switching magnitude. While
there is a noticeable improvement in average bitrate from the
baseline results to LSQ and from LSQ to LSQ+, there is no
big difference between LSQ+ and ASQ. This is because there
are not so many switches whose magnitude is more than one
quality.

Even though the LSQ policy prefetches just the same
segment quality level as the last segment, it achieves hits
for more than half (54%) of the prefetched segments. The
unused data percentage remains low, close to 23%; the reason
is that when it encounters a prefetching miss, the wasted
data is just one segment. The LSQ+ policy prefetches the
same quality as the last segment, one above, and one below.
This increases the unused data percentage up to nearly 60%.
On the other hand, it also covers segment switches of the
magnitude of one quality level, increasing the prefetching hits
percentage up to 84%. The increase in prefetching hits is
translated into an increase in QoE but at the expense of more
bandwidth consumption. Finally, the ASQ policy prefetches
every representation, therefore every segment is served from
the edge, either by the cache or by prefetching. For ASQ, the
unused data percentage increases up to 83%, the policy with
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most backhaul bandwidth consumption, as expected.

Segment prefetching based on transrating has a performance
similar to LSQ+ or ASQ, providing a higher average bitrate
than the baseline while maintaining the segment switches at
the same level. We noticed that the buffer could cope with
the extra latency added when transrating to a high quality
happens, as the number of stalls is similar to other prefetching
mechanisms. We can see a high prefetching hit percentage, the
same as for the ASQ policy. Every segment request is served
from the edge, either from the cache or by prefetching and
transrating. As the maximum quality is sent to the edge for
transrating but is not always requested by clients, the unused
data percentage in the backhaul is high, up to 69%.

Segment prefetching based on transrating guarantees serving
the users’ requests directly from the edge computing node,
substantially decreasing the latency. However, this policy
requires storage and computing power at the edge, and it is not
suitable in scenarios with high RAN throughput fluctuation.

The Markov model-based policy improves over the baseline
results by having a higher mean bitrate while lower mean
segment switching activity. Its performance is similar to LSQ
because, in most cases, both policies prefetch the same quality.
The prefetching hit and unused data percentages of the Markov
policy achieve values similar to the LSQ policy. For most
cases, segment prefetching based on the Markov model will
request the last segment quality level, usually the most prob-
able one. However, it improves sightly the LSQ performance
by adapting smarter to the transitions among different quality
representations.

The machine learning policy achieves a higher mean bitrate
while reducing the segment switching magnitude. Although
the performance of this policy is worse than LSQ+, ASQ
and transrating in terms of mean bitrate, the unused data
percentage is significantly lower, wasting only 6.7% of data
while maintaining a high prefetching hit percentage. This is
due to the high accuracy in predicting the next quality level.

V. DISCUSSION

This section aims to answer some key questions related
to segment prefetching. First, we analyze which segment
prefetching policy is better under which circumstances. Then,
the influence of the ABR algorithm is investigated. Finally,
we study the influence of the bitrate ladder on segment
prefetching.

A. Which Segment Prefetching Policy Is Better?

The actual segment prefetching policy can be characterized
based on our preferences and circumstances.

If we want to prioritize the users’ QoE, the most evident
options are LSQ+, ASQ and transrating, as they provide high
mean video bitrates while not increasing mean switching mag-
nitude or stall events. However, these policies imply enormous
bandwidth consumption, which can be prohibitive unless the
content is very popular, i.e., demanded by many different users
under different network conditions.

The best prefetching policies to minimize computing power
and storage used at the edge are LSQ, LSQ+, and Markov
model-based prediction. These policies have low complexity
and do not require high computational power or storage. Only
Markov model-based prediction requires preprocessing data
to train the model to achieve high accuracy. Although ASQ
does not require high computing power as its implementation
is simple, the storage costs can be high if many users use
this policy and the content popularity is distributed more
uniformly.

In case we want to minimize bandwidth utilization while
improving the QoE as compared to the baseline (no prefetch-
ing), the best segment prefetching policies are LSQ, Markov
model-based prediction, and the ML-based policy. These three
policies only prefetch one segment, i.e., the one predicted
to be requested next by the user. However, if the prediction
fails, either the user/player must cope with a different segment
quality than requested or the request has to be forwarded to
the video server, which increases both bandwidth utilization
and delay. Therefore, the better the predictions, the lower the
bandwidth consumption.

B. Influence of ABR Algorithm on Segment Prefetching

We conducted the same experiments as shown in Section IV
with the TBA and BBA ABR algorithms. We aim to investigate
the influence on the segment prefetching of different ABR
algorithms that use different metrics to make decisions.

BBA is a smoother algorithm than SARA, with lower
segment switching activity and a lower number of stalls, but
also a lower average bitrate. Therefore, as there are fewer
segment switches, it is easier to predict the next segment,
which benefits the policies that rely on predicting the next
quality for proper functioning. LSQ improves in terms of
prefetching hits, going from 54% with SARA to 82% with
BBA while reducing unused data percentage from 23% to
roughly 4%. Similar results were obtained with the Markov
model policy. The ML-based scheme achieves almost 100%
prediction accuracy. Thus, there is little unused data.

TBA offers a higher average bitrate than the BBA algo-
rithm, a similar number of stalls, but also more segment
switches. That causes the performance of the different segment
prefetching policies to be similar to the SARA algorithm in
prefetching hits and unused data transfers. Nevertheless, the
ML policy still achieves close to 100% accuracy in predicting
the following segment for the TBA algorithm.

In conclusion, smoother ABR algorithms with fewer seg-
ment switches will improve the performance of LSQ and of
Markov- and ML-based segment prefetching policies. Suppose
the ML policy can predict the next segment with approx. 100%
accuracy, as for the TBA and BBA algorithms. In that case,
it becomes the best segment prefetching policy as it always
serves the segment from the edge computing node without
additional bandwidth utilization due to mispredictions.

C. Influence of Bitrate Ladder on Segment Prefetching

We performed similar experiments as conducted in Sec-
tion IV with the bitrate ladders (A) and (B) shown in Table III.
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We tested each bitrate ladder with the different segment
prefetching policies. As expected, bitrate ladder (A) offers a
lower mean bitrate and switching magnitude as the maximum
quality is only up to 1080p, but fewer stalls. In contrast,
bitrate ladder (B) provides a higher mean bitrate and higher
mean switching magnitude, but the number of stalls is also the
highest of the three bitrate ladders as it does not have enough
representations to cover low-bandwidth scenarios.

The LSQ+, ASQ and ML-based policies have similar per-
formance for all bitrate ladders in terms of prefetching hit
and unused data percentages. Even though the number of
representations is lower in bitrate ladders (A) and (B) than
in bitrate ladder (C), the RF prediction accuracy is similar for
each ABR algorithm, resulting in similar performance. The
LSQ and Markov-based policies highly benefit from reducing
the number of representations, as the prefetching hits increase
from 54% for bitrate ladder (C) to 73.8% and 74% for bitrate
ladders (A) and (B), respectively. The increase in prefetching
hits decreases the unused data sent through the network’s
backhaul from 23% for bitrate ladder (C) to 8.3% and 12.2%
for the bitrate ladder (A) and (B) experiments, respectively. Fi-
nally, as bitrate ladder (A) contains representations with lower
bitrates and, therefore, lower segment sizes, the transrating
policy for bitrate ladder (A) drastically reduces the unused
data percentage from 69% to 32.4%.

In conclusion, a bitrate ladder with a high number of
representations improves the adaptation of the content to the
current network conditions, as there are diverse bitrate options
the ABR algorithm can choose. However, it also decreases the
accuracy of predicting the next segment for segment prefetch-
ing policies. On the other hand, many different representations
lead to more segment switches during the video streaming
session. More representations also generate more storage and
CDN costs.

VI. CONCLUSIONS AND FUTURE WORK

In this work, we present and compare different segment
prefetching policies. To perform the evaluation, we use QoE-
related metrics, such as average bitrate or switching magni-
tude, and a cost-related metric, the unused data sent to measure
the impact on the network’s backhaul.

The best segment prefetching policy depends on our prefer-
ences, as the policies offer different performance, bandwidth
usage, and computing power utilization characteristics. The
LSQ and Markov model-based policies offer a good trade-
off between QOE performance and bandwidth usage, with
LSQ having a more straightforward implementation than the
Markov model but also slightly worse performance. LSQ+ is a
more aggressive version of the LSQ policy, prefetching more
segments. This more than doubles the costs while assuring
more prefetching hits and better performance in terms of
QoE. Both ASQ and transrating policies guarantee to serve
the users from the edge computing node as the requested
segment is always prefetched or created, but they also have
a significant bandwidth usage. Finally, ML-based prefetching
offers excellent QoE performance with the lowest bandwidth

usage. The better the accuracy in predicting the next segment,
the lower bandwidth usage this policy will have.

Future work will study different supervised learning algo-
rithms to improve the accuracy of segment prefetching based
on machine learning, such as Gradient Boost under different
radio conditions and ABR algorithms.
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