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Abstract—Wearable devices are becoming increasingly popular
in modern life, making significant contributions to human health
monitoring. While security and privacy violations in standard
apps have been extensively studied in many previous work,
wearable apps have received comparatively little attention. This
paper presents an automated framework that leverages Large
Language Models (LLM) to identify privacy violations in Android
wearable apps. The method evaluates both declared practices by
extracting third-party services and shared data types from a
Knowledge graph generated from the Manifest and Data Safety
sections, and actual behaviors by analyzing sent-out network
traffic. We evaluated the proposal on 711 popular companion
apps and found that 67.5% violate the declared data collection
and sharing practices, with 4.8% leaking data to undeclared
third-party services.

Index Terms—Wearable apps, Privacy, Large Language Mod-
els (LLM), GraphRAG

I. INTRODUCTION

Along with smartphones, wearable devices (e.g., smart-
watches) and their app ecosystems are today an indispensable
part of modern life.1 Given their widespread adoption and
access to sensitive personal data, it is therefore essential to
assess the security and privacy risks associated with these apps.
In this paper, we focus on investigating how wearable apps
manage and share the sensitive data collected from end users.

Wearable apps can be categorized into three types: embed-
ded, companion, and standalone [1]. Embedded apps run on
the wearable’s firmware or OS (e.g., heart rate monitor) and
rely on companion apps on smartphones for full functional-
ity, such as data synchronization via Bluetooth. In contrast,
standalone apps work independently on the wearable device
but require WIFI/LTE (with high battery cost) to send data
online.2 Since our study centers on data sharing, we focus on
companion apps, particularly Android apps, which account for
71.75% of the mobile OS market.3

In general, companion apps may transmit sensitive data
to their backend servers for processing or storage, and to
third-party services (TPSs) (e.g., ads, analytics, or health
platforms). In both cases, privacy regulations such as the
GDPR (General Data Protection Regulation) and the CCPA
(California Consumer Privacy Act) require apps to clearly
disclose their data collection and sharing practices and to

1https://scoop.market.us/smart-wearables-statistics/
2Google recommends minimizing data exchange in standalone apps.
3https://gs.statcounter.com/os-market-share/mobile/worldwide

obtain user consent. To comply with this requirement, Google
requires that app developers prepare the Manifest file,
declaring the permissions requested by the apps and provid-
ing details on potential third-party sharing. In particular, the
Manifest includes the names of TPSs but does not specify
the type of data being shared. These are instead provided in the
Data Safety4 section on the Google Play console, which
developers fill before app release. During app installation,
users are actively asked for consent to the permissions declared
in the Manifest, while no details about the specific TPS
sharing are disclosed to them. Moreover, since Manifest
and Data Safety are self-reported by developers without
Google’s verification, no mechanism currently ensures app
compliance with the declared practices. Thus, in this paper,
we aim to investigate the companion app’s compliance with
the data sharing practices declared in the Manifest and Data
Safety.

In the literature, this problem has been investigated along
two directions. The first focuses on risk related to the misalign-
ment of permissions stated between the companion and em-
bedded/standalone apps. For instance, [2], [3] have shown that
an attacker can exploit this vulnerability to request permissions
to collect sensitive data on one device (e.g., a smartwatch)
and then leak the sensitive data to another device (e.g., a
smartphone). The second direction focuses on assessing the
privacy compliance of wearable apps by comparing the col-
lection of sensitive data with what developers have declared,
which is also the main objective of this paper. However,
previous studies have focused on standard Android apps rather
than wearable apps. In addition, existing solutions primarily
employ traditional analysis methods, including static, dynamic,
and hybrid approaches, which exhibit limitations in scalability
and effectiveness. A notable example is [4] that employed a
hybrid analysis to assess privacy violations that occur when
standard Android apps integrate with the Facebook SDK.
Specifically, using static analysis, they identify the presence
of the Facebook SDK in the app. Next, with dynamic analysis
and the aid of a man-in-the-middle (MITM) proxy, they record
the type of data transmitted by the app through the Facebook
SDK. The results showed that the Facebook SDK illegally
collected three types of sensitive data, namely location, device
ID/model, and the MAC address of the Wi-Fi router. Another

4https://developer.android.com/google/play/integrity/other
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example is TraceDroid [5], which utilizes dynamic analysis to
monitor privacy leaks in Android apps. However, it focuses
only on three types of sensitive data: device information,
location, and network details. Similarly, PTPDroid [6] relies
solely on static analysis; therefore, it cannot provide an accu-
rate observation of the app’s actual runtime behavior, which
can lead to false positives. In [7], we introduced Metaleak,
which employs a MITM proxy to capture outgoing traffic
from standard Android apps, with a focus on detecting privacy
violations in image sharing through EXIF metadata. More
recently, [8] evaluated data sharing from Android apps to
TPSs using an MITM proxy and ChatGPT to identify data
recipients. However, their dynamic analysis only examines
device ID, location, and network, and moreover, observed
only two specific classes for network connections, namely
com.android.okhttp and com.my.tracker, so potentially over-
looking others. In summary, existing solutions are primarily
based on traditional analysis methods and focus solely on
a limited set of sensitive data types. Moreover, an app may
integrate with multiple TPSs simultaneously, an aspect that
has not been addressed by previous proposals. Additionally,
sensitive data can be collected not only by TPSs but also
by the app’s backend, which is an aspect that should not be
overlooked. Furthermore, traditional approaches may provide
high accuracy but are not scalable.

To address these limitations, we propose an automated
method to identify all TPSs integrated into a companion app
and to assess privacy violations arising from the sharing of sen-
sitive data with both TPSs and the app’s backend, considering
14 types of sensitive data defined in Google’s documentation.5

Specifically, we focus on evaluating two factors: (1) whether
a companion app violates privacy compliance by sending, in
its sent-out traffic, sensitive data that is not listed in the Data
Safety; and (2) whether the destination of the app’s sent-out
traffic complies with the TPS configuration in its Manifest.

In particular, given a target app X , we analyze the sent-out
traffic generated by X to determine the types of sensitive data
it transmits over the Internet and to which destinations. This
represents what we call the X’s observed behavior. We also
analyze the Manifest/Data Safety declarations to determine
X’s theoretical behavior. The aim is to assess whether the
observed behavior diverges from the theoretical one.

However, building companion apps’ theoretical and ob-
served behaviors poses non-trivial challenges. Indeed, it is
impossible to develop a straightforward strategy for parsing
the Manifest to extract the theoretical behavior, due to the
heterogeneity in the way app developers define the Manifest,
which leads to using different XML tags even for the same
purpose. To overcome this limitation, we propose utilizing
Large Language Models (LLM) to represent the information
contained in the app’s Manifest and Data Safety as a Knowl-
edge Graph (KG). This representation allows us to capture the
complex relationships between TPSs declared in the Manifest

5Source code is publicly available on GitHub https://github.com/research-
mobile-security/WearLeak

and data types specified in Data Safety. We then again use
LLM, enhanced with a Graph-based Retrieval-Augmented
Generation (GraphRAG) approach, to reason over the obtained
KG and accurately retrieve the types of shared data and the
integrated TPSs. Similarly, to generate the observed behavior,
we must process unstructured and heterogeneous sent-out
traffic (i.e., traffic payload) and HTTP headers (i.e., traffic
destination), where sensitive data may appear in multiple
formats or encodings, and the traffic destination can be TPS or
the app’s backend. Additionally, deep links6 can also serve as a
channel for sending out sensitive data, often beyond the user’s
awareness [9]. LLM are employed again to interpret these data
patterns and identify sensitive data and its destination. This is
achieved by augmenting the LLM prompt with the definition
of types of sensitive data extracted from the official Google
documentation.

We conduct several experiments to test the effectiveness of
our approach. The results show that the proposed LLM-based
strategies are a valid option for modeling both theoretical
and observed behaviors. We also evaluated our approach on
711 popular companion apps and found that 480 of them are
not compliant with their declared Data Safety information.
Specifically, 211 of them send sensitive data (e.g., User ID) not
reported in the Data Safety to declared TPSs, meaning these
apps violate Data Safety but comply with the TPS declaration.
In contrast, 23 apps transmit sensitive data to undeclared TPS
(i.e., through deep links), thereby violating both Data Safety
and the TPS declaration. The remaining 246 apps only share
sensitive data with their backend. In contrast, among the 231
apps that comply with Data Safety declarations, the majority
(227 apps) also respect the declared data destinations in their
Manifest files. However, a small portion (4 apps) transmit data
to undeclared TPSs via deep links.

The remainder of this paper is organized as follows. Section
II presents our LLM-based approach for modeling theoretical
behavior, whereas Section III describes prompt engineering
for observed behavior. Section IV reports experiments, while
Section V concludes the paper.

II. THEORETICAL BEHAVIOR

The Manifest is an XML file designed to allow app develop-
ers to list permissions, identify the app type, configure the TPS
that the app integrates with, and provide several other relevant
information. The Manifest often contains thousands of lines
with many XML tags and attributes. Google provides a large
number of XML tags to configure app attributes in the Mani-
fest. However, it does not enforce strict syntax and structural
checks, resulting in a lack of standardization and making it
difficult to understand the Manifest’s contents. As an example,
to declare app type, Google recommends <meta-data> with
attribute com.google.android.wearable.standalone.7 However,
our analysis of 5,000 wearable apps8 reveals that 98% do not

6Deep links are URLs embedded directly into the app’s source code used
to integrate TPSs with the app without requiring declaration in the Manifest.

7https://developer.android.com/training/wearables/apps/standalone-apps
8We analyze our dataset by simply parsing the Manifest.
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adhere to this guideline. This also applies to TPSs that are of-
ten specified inconsistently. For example, we found apps that,
within the same Manifest, use different tags for each TPS they
integrate with, sometimes using the <service> tag as well
as the <provider> tag. In short, due to the heterogeneity
in how Manifest files are created by app developers, even for
the same purpose, and the unpredictability of the presence of
the necessary tags, it is unfeasible to build a simple strategy
for parsing the manifest file to determine TPSs.

To overcome this difficulty, given a target app X , we
represent information contained in its Manifest and Data
Safety as a Knowledge Graph (KG), called ComplianceKGX .
In general, a KG is a structured representation of information
where concepts are modeled as entities (nodes) connected by
relationships (edges), thus enabling reasoning over complex,
interconnected data. However, since the presence of XML tags
in the manifest is unpredictable, we cannot define a unique
ComplianceKGX representation that works for all possible
apps’ manifests. To address this issue, we leverage LLM to
generate the ComplianceKGX from X’s Manifest and Data
Safety. Once generated, the ComplianceKGX can then be
analyzed to retrieve relevant information, such as the TPSs
connected to the app X and the types of data X shares.
To perform such analysis, we leverage LLM again to take
advantage of its ability to reason over implicit relationships
that might be difficult to express with traditional query lan-
guages. To further enhance its ability to interpret tag meanings
and accurately retrieve information from ComplianceKGX ,
we provide LLM with additional contextual information. In
particular, we collect Google documentation that describes
all XML tags used in Manifest files and augment the LLM
prompt using GraphRAG (Graph-based Retrieval-Augmented
Generation) [10], as described in the following.

A. GraphRAG

Retrieval-Augmented Generation (RAG) [11] extends
LLM’s capabilities by enabling access to specific domain
knowledge bases without requiring retraining of the model
for that domain. RAG typically involves three main steps:
(1) embedding external authoritative data and storing it in a
vector database; (2) embedding the user prompt and retrieving
the most similar vectors; and (3) combining the prompt with
retrieved data to create an augmented prompt. In our scenario,
to augment the LLM prompt, we consider both Google’s
documentation as well as ComplianceKGX as an authoritative
external source. Indeed, ComplianceKGX encodes the devel-
oper’s self-declared app behavior (i.e., the Manifest and the
Data Safety), which represents the most authoritative available
description of the app’s intended data practices (i.e., theoretical
behavior). However, due to the large size of the manifest file
and the limited input token capacity of LLM, passing the
whole ComplianceKGX to the LLM is not optimal in terms of
both performance and cost. Furthermore, not all XML tags in
the Manifest are relevant to TPS integrations, and including
too much redundant information in the input could lead to
hallucinations and decreased accuracy. However, by treating

ComplianceKGX as an external resource, we can leverage the
RAG (step 2) and the Google Documentation to selectively
extract only the subset of graph content related to our prompt
(i.e., TPS sharing). When applying RAG, we must also con-
sider that traditional RAG struggles to capture the relationships
between pieces of information, resulting in poor performance
when reasoning over interconnected data. While it works
well with structured sources like Google’s documentation,
it proves ineffective with KGs [12] (i.e., ComplianceKGX ).
This is mainly because the embedding vectors used by RAG
are unstructured data, unable to represent the relationships
between data points (i.e., structured data as KG).9 Therefore,
relying only on vector similarity and ignoring the relationships
between XML tags will not provide sufficient context for LLM
and will reduce the accuracy of their responses. To overcome
this limitation, we adopt GraphRAG [10], as it can retrieve
external data through both the similarity vector (i.e., similar
to RAG) and the relationships in the KG. Similarly to RAG,
the GraphRAG workflow consists of three steps, which are
described in what follows.

1) Preparation of External Data source: GraphRAG uses
both GraphDB (for ComplianceKGX ) and VectorDB (for
Google’s documentation) to store external data.

GraphDB - ComplianceKGX . Given a target app X ,
we first extract relevant information from its Manifest and
Data Safety, then we build a prompt that guides the LLM in
generating ComplianceKGX .

(a) Manifest tags extraction. We extract from X’s Manifest
all its XML elements, denoted as XTags. Then, for each element
tj ∈ XTags, we extract all its attributes’ names, denoted as
Atj . The set of all extracted attributes for all the elements in
XTags is denoted as XTagAttributes. Moreover, for each element
tj ∈ XTags, we also define the set of its relations with its
attributes, denoted as rtj . The set of all relations for all the
tags in XTags is denoted as XRelations, where each element is
formed by concatenating the string “has config” with a tag
tj .

Example 1: Let us consider an app X with the following
simple Manifest containing only two XML tags:
<manifest package="ai.coachify.coachify">
<service ns0:name="com.facebook.FacebookActivity"/>

<intent-filter ns0:name="android.intent.
action.VIEW"/>
<intent-filter ns0:scheme="facebook.connect"/>

</service>

XTags = {service, intent-filter}. Moreover, tag <service>
has only one attribute (i.e., ns0:name), so Aservice
= {ns0:name}, while for tag <intent-filter>,
Aintent-filter = {ns0:name, ns0:scheme}. XTagAttributes
contains Aservice and Aintent-filter. Finally, XRelations =
{has config service, has config intent filter}.

(b) Data Safety extraction. We recall that the Data Safety
lists data types that the app will collect and share. Thus, we

9For example, to identify TPS, RAG could search for the <service>
tag (which is correct according to Google’s documentation); however,
the <intent-filter> and <meta-data> tags contained within the
<service> tag could also provide this information (cf. Example 1).
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Fig. 1. Example of ComplianceKGX

TABLE I
LLM PROMPTS

Prompt for ComplianceKGX generation
Given app X defined by a package name {package_name} and with
the following Manifest tag information: {t1} is configured with attribute
{At1} and {t1} is linked to {At1} through the relation {rt1}; {t2} is
configured with attribute {At2} and {t2 } is linked to {At2} through
the relation {rt2}; ... In addition, app X is also declared with Data
Safety information, including {XDataShare} and X linked to {XDataShare}
through relation {rsharedata}.

GraphRAG retrieval: prompt p1 (for VectorDB)
Identify the XML tags used to configure the appropriate third-party
service.

GraphRAG retrieval: prompt p2 (for GraphDB)
For an app with package name {package name} and a manifest
represented as a knowledge graph, identify the subgraph containing
information about shared data and integrated third-party services, if any,
knowing that the following XML tags {TagDescriptorTPS} are used
to identify third-party services.

Final prompt for TPSs and data types retrieval
Identify the list of third-party services and the types of data shared by the
app with package name {package name}, given that the app’s manifest
is represented as a knowledge graph as follows: ComplianceKG TPSX

Sensitive data type identification in sent-out traffic
You are provided the app’s sent-out traffic payload in {trafficsent-out} and
the HTTP header in {httpheader}. Your task is to analyze the outgoing
network traffic from an Android app, determine whether the data is
sensitive, and identify the destination URL of the sent traffic. Knowing
that the following examples provide categories and details of sensitive
data in Android: {〈SensitiveCategory1, {DataTypes1 . . .DataTypesn}〉,
. . . , 〈SensitiveCategory14, {DataTypes1 . . .DataTypesm}〉}.

extract this list, denoted as XDataShare, by crawling X’s Data
Safety from the Google Play Store. We also add a new relation
rsharedata = “has share data” in XRelations to link X with
XDataShare.

(c) Prompt generation for ComplianceKGX . Given a target
app X , we instantiate a prompt using the template in Table I
-1st row, where variables in curly braces {} are filled with
X’s specific values. Then, we pass the obtained prompt to
LLMGraphTransformer()10 method provided by Langchain to
generate the KG, which is finally stored in GraphDB.

Example 2: Let us consider the Manifest provided in Exam-
ple 1 and suppose that XDataShare = {location, personal info}.
ComplianceKGX returned by LLMGraphTransformer() is rep-
resented in Figure 1.

VectorDB - Google documentation. We use the
Google documentation describing the syntax, structure,

10https://python.langchain.com/v0.1/docs/use cases/graph/constructing/

and attributes of XML tags defined in Manifest file.
Specifically, for each tag ti described in the Google
documentation, we create a tuple, denoted TagDescriptorti
= 〈syntaxti , contained inti , descriptionti , attributesti〉,
where syntaxti contains information about the syntax of
ti, descriptionti provides information about the meaning,
function, purpose of usage, how it works, and the appropriate
context in which ti should be used, contained inti provides
information about the position where the tag ti appears,
which helps to determine the valid context in which ti
is allowed to appear. For example, the <meta-data>
tag is only valid when it is placed inside tags such as
<activity>, <application>, <service>, etc.
Through contained inti , GraphRAG can infer neighboring
tags related to ti in the KG. Finally, attributesti lists the
valid attributes that ti can have.

B. Hybrid retrieval & Augmenting LLM Prompt

GraphRAG supports a two-step hybrid retrieval process.
The first step queries VectorDB to collect XML tags that
are relevant only for TPS management. The initial prompt
of the first step, p1 in Table I, is encoded in an embedding
vector vp1

, used to query those TagDescriptor in VectorDB
that are relevant for TPS integration (aka whose embedding
vectors are similar to vp1 ). The result is a list of embedding
vectors, denoted by v̂p1 . The v̂p1 is then decoded back into
text form (i.e., the TagDescriptorTPS). Note that this process
is performed only once, as prompt p1 does not change with
different apps.

The second step aims to extract the portion of
ComplianceKGX related to TPS configuration. Thanks to
TagDescriptorTPS , we provide additional information that
helps LLM identify not only XML tags related to TPSs but
also its child tags. This is important because manifests are
heterogeneous, so developers can configure TPSs in child
tags even though Google specifies that the parent tag is the
one that should be used for that purpose. For instance, in
Example 1, the developer used both the parent (<service>)
and child tags (<intent-filter>) to configure integration
with Facebook. The prompt of the second step, p2 in Table I,
is sent to LLM via the graph.query()11 method provided by
Langchain to query GraphDB. We therefore obtain Compli-
anceKG TPSX , which is the portion of ComplianceKGX that
contains data sharing information and tags used to configure
TPSs.

Finally, we send the final prompt (4th row in Table I) to
LLM to determine the list of TPSs the app integrates with
and the types of data the app shares.

III. OBSERVED BEHAVIOR

A wearable app’s sent-out traffic contains various types
of unpredictable information, not necessarily sensitive data
(e.g., timestamp), encoded in different formats, such as JSON,
XML, or key-value. Additionally, the transmitted values can

11https://python.langchain.com/docs/tutorials/graph/
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vary depending on the format, communication protocol, and
regulations of the app developer.12

Determining the destination of sent-out traffic is also a
challenge because the app operates as a black-box. Thus, the
communication protocols used by apps to establish internet
connections with TPS and its backend are unpredictable, such
as HTTP, HTTPS, gRPC, and WebSocket. Moreover, the Data
Safety section only indicates what sensitive information the
app will share, but does not specify the destination of this
information. In contrast, the Manifest file is used to configure
the TPS that the app integrates with, but it cannot determine
whether data is sent from the app to the TPS. Indeed, when
an app integrates with a TPS, we could have: (1) bidirectional
communication involving both incoming and outgoing traffic,
or (2) unidirectional communication, where the app only
receives traffic from the TPS for its function.

As such, developing a simple strategy to parse sent-out
traffic that fits all possible companion apps is challenging. To
overcome this, we again leverage LLM to analyze the app’s
sent-out traffic (i.e., HTTP header and related payload) to
detect sensitive data and the destination of the traffic. For this
purpose, we first need to determine what types of data should
be considered sensitive. In this paper, we assume that all data
types that require explicit Android permissions to access (e.g.,
location data regulated by the ACCESS COARSE LOCATION
permission) are sensitive. Therefore, to create a list of sensitive
data types, we first refer to Google’s official documentation on
permissions.13 However, we found that this documentation is
not sufficient in some specific cases. For example, Google’s
documentation describes the READ CONTACTS permission
in a rather vague way, as: “allows an application to read
the user’s contacts data”, where this could be interpreted
as phone numbers and/or email addresses. To overcome this
shortcoming, we also use Google’s privacy documentation.14

Based on Google’s documentation on permissions and privacy,
we define 14 sensitive data categories, modeled as pairs
〈SensitiveCategory,DataTypes〉. As an example of some of
the identified 14 categories, Table II reports the data types
detected during our experiments.

The information about sensitive data categories is combined
with the sent-out traffic in the prompt to assist the LLM in
identifying the types of sensitive data. Secondly, we also attach
the HTTP header to the prompt to determine the recipient
URL, which helps us identify the traffic’s destination (i.e.,
TPS or the app’s backend). Finally, we submit to the LLM
a prompt created following the template in Table I, 5th row,
enhanced with the identified sensitive data types, a variable
trafficsent-out containing the app’s sent-out traffic content, and

12As an example, if an app sends the password, say “Password@11235”, to
register, the value captured in sent-out traffic could be “Password%4011235”
(that is, the “@” character is converted to “%40”) if the app uses the key-
value format, while the password value remains the same if the app uses the
JSON structure. As another example, although we input the value “male” for
gender in the profile, the app sends the value “1” (i.e., the developer defines
“male” to have a value of 1).

13https://developer.android.com/reference/android/Manifest.permission
14https://developer.android.com/privacy-and-security/declare-data-use

a variable httpheader containing HTTP headers. The resulting
output is a list of sensitive data (if any) and the corresponding
destination URL.

IV. EXPERIMENTS

We run experiments to assess the accuracy of LLM-based
approaches in generating apps’ theoretical and observed be-
haviors, and to evaluate their effectiveness in detecting non-
compliant apps. We first introduce the dataset used.

A. Dataset

We downloaded 5,000 apps supporting smartwatches from
the Google Play Store in Europe between January and March
2025. Among these, we selected the 1,000 most popular
based on their installation counts. Then, we installed and
ran each of them on a smartphone (model Samsung Galaxy
M51) and examined the results. If an app can be successfully
installed and executed, we classify it as a companion app,
since standalone and embedded apps can only operate on
a smartwatch. We obtained a set of 711 companion apps,
denoted as Devaluation. For each of these apps, we collected the
corresponding Manifest and Data Safety. To capture the traffic
sent by apps, which is essential for modeling their observed
behaviors, we leverage the MetaLeak framework [7]. This
framework incorporates a MITM proxy and a Capture Traffic
(CT) module that can classify the app’s incoming and outgoing
traffic. In particular, for each app, we utilize MetaLeak to
capture its outgoing traffic by selecting only HTTP POST and
PUT requests, as these methods are typically used to transmit
user data to external servers. The captured traffic is then stored
in a text file, named Sent-Out Traffic File (SOTF), that includes
both the HTTP headers and the payload content. However,
MetaLeak requires manual interaction with the app’s UI to
generate traffic. To automate this process, we combined Met-
aLeak with Droidbot,15 a tool for testing input generation for
Android. Specifically, each companion has been automatically
used for 3 minutes. Additionally, for apps that require registra-
tion/login to access deeper functionalities, we manually per-
form the registration/login process before using Droidbot. We
also pre-define a set of information used for registration/login,
for example: {email: androidtest@gmail.com, pass-
word: “Password@11235”, birthday: “1992-10-21”, gender:
“male”, height: “170”, weight: “80”} to label which data
is entered by the user into the app, facilitating sent-out
traffic analysis, especially in case of detecting apps sharing
usernames and passwords in plain text (cf. Section IV-C).

B. Theoretical and observed models’ validation

We rely on LLM to generate both the app’s theoretical
and observed behaviors. Like other ML algorithms, LLM
could suffer from misclassification (e.g., identifying the wrong
shared data type) and/or hallucination (e.g., indicating a
TPS service not specified in the Manifest). To test whether
the LLM-based strategies are a valid option for modeling
theoretical and observed behaviors, we test their precision.

15https://github.com/honeynet/droidbot
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In particular, we randomly select 100 apps from Devaluation,
denoted as Modelval, and manually inspect them to determine
their behaviors, as described in the following.

1) Theoretical model validation: For each app in
Modelval, we manually review its safety information published
on the Google Play Store to determine the list of shared data
types. We then compare this list with the one returned by LLM
and we verify that the two lists are the same for each app
in Modelval. This comparison confirms that the LLM strategy
detects 100% of shared data types.

Similarly, we manually check the list of TPSs integrated
with apps in Modelval. Specifically, we rely on the XML tags
in the Google documentation used to configure TPSs (i.e.,
TagDescriptorTPS) and manually inspect these tags in the
apps’ Manifests. We also review their child tags to ensure
we do not miss TPS information. Then, we store the TPS
names obtained through the manual process in a set associated
with the app, say X , denoted as TPS manualX . This set is
then compared with the results returned by LLM (denoted as
TPS LLMX ). If (1) TPS manualX =TPS LLMX , then
the LLM returns the correct results for the app X; if (2)
| TPS manualX - TPS LLMX |> 0, LLM misses some
of the TPSs manually identified; finally, if (3) | TPS LLMX

- TPS manualX |> 0, LLM has misclassified some TPSs.
For the apps in Modelval, we find that 93% are in case (1), 0%
in case (2), and 7% in case (3). We further analyze the 7%
misclassified and find that misclassification was due to TPS
name inconsistencies, especially for those provided by Google
and Facebook. For example, the LLM splits Google Firebase
(i.e., official TPS’s name) into two distinct TPSs, namely
Firebase Analytics and Firebase Messaging, because Google
Firebase provides both features. A similar issue happens with
Facebook, where the TPS name is sometimes labeled as Meta.
These are not serious misclassifications and can be corrected
using simple normalization techniques.

2) Observed model validation: First, we manually ana-
lyze the sent-out traffic payload of each app X in Modelval,
and determine its list of shared data types.16 Given an app X ,
the results of the manual analysis of its sent-out traffic is a set
Dt manualX ⊆ {Dt1, Dt2, . . . , Dt14}, where Dtj indicates
the sensitive data categories corresponding to the data types
found in its traffic. If the sent-out traffic does not contain any
of the data types from the 14 sensitive data categories, we set
Dt manualX to an empty set. Then, for each app, we input
its SOTF content into the LLM prompt described in Section
III (model GPT-4o). Similarly to the manual verification, we
store the returned sensitive data categories in Dt LLMX .
To estimate the accuracy, we consider the following metrics:
True Positive (TP), that denotes the number of apps that
actually sent out some sensitive data, and the list of data
types detected by LLM matches the one verified manually,
i.e., Dt manualX = Dt LLMX ; True Negative (TN), that

16Initially, we search for known DataTypes as keywords, but we find that
developers often use alternative terms (e.g., “Lat” for latitude, “LastUpdate”
for timestamp). To avoid possible errors, we manually review all outgoing
traffic.

represents those apps where both LLM and manual verification
determined that they did not send out sensitive data, i.e.,
Dt manualX = Dt LLMX = ∅; False Positive (FP), that
denotes the number of apps that did not actually send sensitive
data, but LLM sent-out analysis identified some data types,
Dt manualX = ∅ ∧Dt LLMX 6= ∅; finally False Negative
(FN), that represents apps that sent some sensitive data, but
LLM fails to identify them or misclassifies the leaked data
into the wrong category, i.e., Dt manualX 6= Dt LLMX .
Based on TP, TN, FP, and FN, the resulting precision, recall,
and F1-score are 0.91, 0.83, and 0.87, respectively. The LLM
strategy achieves high precision (91%), indicating that most
of the predicted sent-out sensitive data are correct. However,
the recall is slightly lower (83%), meaning some actual data
types were missed. The F1-score (87%) demonstrates that our
approach achieves a good balance, though recall could be
improved by reducing false negatives.

To verify whether LLM captures all destination URLs,
we manually analyze all HTTP headers contained in sent-
out traffic of each app X in Modelval. Depending on the
type of protocol used, we determine the destination URL
through different parameters in the HTTP header, for example,
“host” for the HTTPS protocol and “authority” for the
GRPC protocol. To identify the owner of the destination URL
(denoted as Destination URLmanual), we employ a script built
on Tracker Radar.17 This script also enables us to determine
whether the traffic is directed to a TPS or the app’s backend.
Next, we compare the results of our manual inspection with
the destination URLs returned by LLM (i.e., the result of
the prompt in row 5th of Table I). Similarly, we identify
the corresponding owners (denoted as Destination URLLLM)
and compare them with Destination URLmanual. We find that
Destination URLLLM = Destination URLmanual, for all the
analyzed apps, meaning that LLM can detect 100% of the
destinations from the HTTP header.

C. Non-compliance detection
In this experiment, we compare the theoretical and observed

behaviors of the apps in our dataset to detect non-compliant
apps. In particular, we check: (1) whether the apps send
sensitive data that is not listed in Data Safety; and (2) whether
the destination of the app’s sent-out traffic complies with the
TPS configuration in its Manifest.

1) Data Safety compliance. We find that 480/711
(≈67.51%) apps violate privacy for at least one sensitive data
type. For these apps, we find in their observed behaviors
one or more types of sensitive data that were not declared
in their theoretical behaviors. Table II shows the distribution
of violated data categories and data types, together with
the corresponding number of apps. The remaining 231/711
(≈32.49%) apps comply with privacy regulations for the types
of sensitive data shared.

2) Destination compliance. To provide comprehensive
results, we separate the analysis between apps that comply
with Data Safety and those that do not.

17https://github.com/duckduckgo/tracker-radar
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TABLE II
SENSITIVE DATA TYPES & CORRESPONDING PRIVACY VIOLATION

DISTRIBUTION

Sensitive Category Data Type Number of
apps

Device or other IDs IMEI, MAC address, Widevine De-
vice ID, Firebase Installation ID,
Advertising ID, IP Address, Google
Advertising ID

297/711
(≈41.77%)

Personal info full name, username, password,
email address, user ID, phone num-
ber, birthday, gender

227/711
(≈31.93%)

Location longitude, latitude, altitude 64/711
(≈9%)

Health & Fitness weight, height, medical records
(heart rate, etc.), exercise (step,
swim, etc.)

20/711
(≈2.81%)

App info & performance crash & app logs,
CPU/RAM/battery

15/711
(≈2.11%)

Messages email/SMS/MMS/chat (subject line,
sender, recipients)

4/711
(≈0.56%)

Financial info accounts/credit card number, trans-
action history

2/711
(≈0.28%)

Apps violating Data Safety (480 apps). We find that 211/480
(≈43.96%) of the apps send information used to track users
and provide advertising, such as User ID and Google Ad-
vertising ID (GAID), to TPSs declared in the Manifest. This
indicates that while these apps violate privacy regulations
regarding the types of sensitive data shared (i.e., Data Safety),
they still comply with the declared TPS integration in the
Manifest. However, 23/480 (≈4.8%) apps send sensitive infor-
mation, including User ID, GAID, and the app’s log, to TPSs
not explicitly declared in the Manifest through deep links, to
track user behavior, app performance, and advertising. This
reveals a serious violation of privacy with respect to both the
types of data shared and their transmission destinations. The
remaining 246/480 (≈51.24%) apps only send sensitive data
to the app’s backend, indicating that these apps only violate
Data Safety policies, but do not share sensitive data with TPSs.

Apps not violating Data Safety (231 apps). 227/231
(≈98.27%) of the apps send data only to TPSs declared in
the Manifest. This indicates that these apps comply with both
Data Safety and the declared destinations. However, 4/231
(≈1.73%) apps send data to TPSs not explicitly declared in the
Manifest through deep links. This shows that although these
apps comply with Data Safety, they do not comply with the
declared destinations.

3) Users’ credentials handling. In addition to non-
compliance detection, we conduct a further analysis to in-
vestigate how apps handle user credentials. We observe that
132/711 (≈18.57%) of the apps send username and password
in plaintext during the registration/login process. Although
apps may use HTTPS to encrypt data during transmission,
storing user account information in plaintext poses a signif-
icant security risk, as it allows developers to gain complete
control over the user’s account. 18 Furthermore, the failure
to encrypt users’ passwords also violates GDPR Article 32 –

18This security risk is listed in the Common Weakness Enumeration –
CWE-256: Plaintext Storage of a Password) https://cwe.mitre.org/data/d
efinitions/256.html

security of processing.19

V. CONCLUSION & FUTURE WORK

In this paper, we introduce a novel approach to detect
privacy non-compliance in the wearable app ecosystem. Our
proposed framework is a combination of hybrid analysis
and LLM (along with context-enhancing methods, including
GraphRAG and prompt engineering), making it unconstrained
by any specific type of sensitive data. As future work, we
plan to develop the proposed framework into an AI Agent
embedded directly on smartphones and wearable devices.
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