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Abstract—Quantization-Aware Training (QAT) has gained sig-
nificant attention thanks to reduced memory usage and ac-
celerated inference, which are achieved by transforming full-
precision models to low-bit integer formats while preserving
accuracy. However, applying QAT to ultra-low precision (e.g.,
4 bits or 3 bits) can lead to severe accuracy degradation due
to the improper weights and quantization parameters during
training. In this paper, we present a comprehensive analysis
of the root causes of accuracy degradation in low-bit QAT.
Based on the analysis, we propose three novel techniques —
Gradient Scaling-Aware Distance, EMA-Aware Distance, and
Adaptive Fine-Tuning Weight that effectively mitigate quanti-
zation noise without adding inference overhead. Experimental
results demonstrate that our method outperforms existing QAT
approaches. In 4-bit quantization, our method achieves accuracy
drop within 0.7% of the full-precision model on the ImageNet-1k
classification task and 1.8% on MS COCO object detection task,
while reducing model size by 87.5%.

Index Terms—Quantization-aware training, Oscillation, Deep
Neural Network

I. INTRODUCTION

In recent years, the increasing demand to deploy deep

neural networks (DNNs) on resource-constrained devices has

gained attention into model compression techniques [1], [2].

Quantization, which reduces the precision of model weights

and activations from full precision to fixed-point representa-

tions, has proven to be an effective approach for reducing

memory usage and computational cost with minimal degra-

dation in accuracy. Depending on the implementation strat-

egy, quantization methods are categorized into post-training

quantization (PTQ) and quantization-aware training (QAT).

PTQ compresses a pretrained model from 32-bit floating point

to low-bit representation without retraining, only requires a

small calibration dataset to determine quantization parameters.

However, in complex tasks such as image classification or

object detection, PTQ often suffers from significant accuracy

performance degradation.

To overcome the limitations of PTQ, QAT introduces virtual

quantization layers during training, enabling the model to

adapt to quantization-induced rounding errors. This approach

employs the Straight-Through Estimator (STE) [3] to approx-

imate the gradients of non-differentiable rounding operations,

allowing end-to-end backpropagation. While QAT outperforms

PTQ, it still suffers from a noticeable performance drop when

applied to ultra low-bit settings, e.g. 3 bits, 4 bits. Recent

studies [4], [5] highlight that using STE may face unstable

optimization due to oscillation during training. When using

STE, the weights fluctuate between neighboring quantization

levels, resulting in optimization noise throughout the training

process. Some works [6], [7] propose freeze-based solutions

to reduce the oscillation during training. The authors of

[8] [9] propose smooth approximations to replace STE for

stable training. The work [5] introduces a regularized loss for

controlling the weights in the non-oscillating state. In fact, the

gradient of parameters has the potential to cause instability

during training, leading to a drop in QAT accuracy. However,

the analysis of its properties remains underexplored.

In this paper, we investigate the root causes of accuracy

degradation in QAT using theoretical and empirical analysis.

Our analysis highlights that unstable gradient of quantization

parameters is a primary cause of training oscillations and

accuracy degradation in ultra low-bit settings. Furthermore,

we show that using the STE approximation in computing

the gradients of the weights not only causes oscillations, but

also leads to non-uniform updates. In particular, weights close

to the threshold are more susceptible to update gradients to

optimize target loss than the ones far away in the same quanti-

zation step. This problem hinders convergence to a better local

minima. To this end, we propose three algorithms to improve

the accuracy of QAT: Gradient Scaling Distance-Aware (Scale-

Grad), EMA-Aware Distance for updating weights (EAD), and

Adaptive Finetuning Weight (AFW).

The contributions of this paper are summarized as follows:

• We provide theoretical and empirical analyses for

quantization-aware training.

• We propose ScaleGrad and EAD to address the problem

of instability in the QAT training process.

• To fine-tune the oscillating weights during training, we

propose a post-processing method called AFW.

• Extensive experiments demonstrate that our approach

achieves outstanding performance, outperforming existing

QAT methods in ultra low-bit quantization settings.

II. RELATED WORK

A. Quantization Aware Training

Quantization-aware training has been extensively studied for

its ability to minimize accuracy degradation when converting
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models to low-precision formats by incorporating quantiza-

tion into the training process. Techniques such as Element-

Wise Gradient Scaling (EWGS) [10] and Learned Step Size

Quantization (LSQ) [11] propose to enhance training stability

and mitigate the impact of quantization. QAT typically relies

on STE to facilitate gradient-based optimization due to the

non-differentiability of quantization operations. However, STE

approximates the gradient of the rounding function to 1 at

every input value, which causes suboptimality. To address its

limitations, alternative approaches such as mirror descent and

gradient bias correction in [10], smooth approximations [8],

[9] have been introduced. Nevertheless, in the ultra lower-bit

settings on complicated datasets, these methods suffer from a

drop in accuracy compared with the full precision model.

B. Oscillations in QAT

One critical challenge of STE-based QAT is the oscillation

in weight. Recent studies [5], [12] show that the approxima-

tion error introduced by STE can lead to instability during

training. To address the issue, the approach in [12] replaces

the quantization operation with an additive Gaussian noise to

mimic quantization effects while avoiding oscillatory behavior.

Similarly, the authors of [5] find that oscillations worsen in

lightweight architectures employing depth-wise convolutions.

They propose to constrain the latent weights either by reg-

ularizing them toward quantized values or by freezing them

entirely. More recently, the work [7] investigates the oscillation

in vision transformers and introduces fixed scaling factors

along with a reparameterization of the query-key mechanism to

mitigate these effects. Although QAT improves accuracy under

low-bit settings, the causes of oscillation remain insufficiently

analyzed.

III. ANALYSIS OF OSCILLATION IN

QUANTIZATION-AWARE TRAINING

This section investigates oscillations in QAT through theo-

retical analysis and empirical observations.

A. Quantization Aware Training Analysis

We formulate the Quantization function with latent value x

- input and output x̂ as follows:

x̄ = clip
(⌈x

s

⌋

,α,β
)

(1)

x̂ = s× x̄ (2)

where s is the scaling factor, α and β denote the lower

and upper bounds based on bitwidth, respectively, ⌈·⌋ denotes

the rounding-to-nearest operation whose derivative is approx-

imated by 1 in the backward pass by STE, with the following

formula:

∂L

∂x
=







∂L
∂ x̂

if x
s
∈ [α,β ]

0

(3)

where L is the target loss. During training, weights and activa-

tions are quantized in the forward pass by (1), considering the

effects of quantization errors. Scaling factor s can be either

precomputed or jointly optimized with the model parameters

[11] [13]. Unfortunately, STE degrades the accuracy of QAT

at lower-bit formats.

Next, we mathematically analyze the high probability causes

of the degradation and propose methods to improve per-

formance in the following sections. Firstly, we analyze the

gradient concerning the scaling factor of the loss function, as

outlined below:

∂L

∂ s
=

K

∑
i

∂L

∂ x̂i

∂ x̂i

∂ s
(4)

with:

∂ x̂i

∂ s
=























α if xi
s
≤ α

(
⌈

xi
s

⌋

− xi
s
) if xi

s
∈ [α,β ]

β if xi
s
≥ β

(5)

From (5), it can be seen that term
(⌈

xi
s

⌋

− xi
s

)

is a discon-

tinuous function. Specifically, when xi
s

comes close to k+0.5,

which is a transition point, the term experiences a surge with

maximum amplitude.

For example, when ∂L
∂ x̂t > 0 and approximately constant with

value ε , and x < 0 over an interval of T0 iterations [t, t +T0].

At iteration t, assume that
xt

i
st is approaching the left side of a

transition point, i.e.,

xt
i

st
→ k+0.5− (6)

In this situation, the gradient with respect to the scaling factor

becomes ∂L
∂ st ≈−0.5ε < 0

. After the gradient descent update, the new value st+1 is:

st+1 = st − lr. ∂L
∂ st > st . So, at iteration t +1, we have given as:

xt
i

st
<

xt+1
i

st+1
→ k+0.5+ (7)

∂L

∂ st+1
≈ 0.5ε > 0 (8)

Here, → indicates approaching a value, while k+0.5+ and k+
0.5− denote right-sided and left-sided neighborhoods of k+
0.5. Equations (6), (7), and (8) show that the gradient of loss

with respect to the scaling factor can fluctuate during training.

Since xi includes both weights and activations, such instability

leads to oscillations, thus degrading model performance.

The latent weight oscillation during QAT is also determined

from the nature of its gradients. Due to the use of the STE

approximation, the gradient depends on the occurrence of a

quantization level transition rather than the latent weight’s

value. Indeed as shown in (3), the gradient of the latent weight

depends only on the gradient of the quantize weight, ignoring

the gradient component of the quantization function.

So, when
∣

∣

⌈

xi
s

⌋

− xi
s

∣

∣ is small, gradient updates may not be

large enough to change the latent weight. Thus, such updates

fail to reduce total loss and optimize the model parameters

effectively.
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Fig. 1: The oscillation of the weights of the YOLOv8-n model in the last 2000 iterations: (a) latent weight histogram on the

2nd layer, (b) weight fluctuations in the 2nd layer’s first channel, and (c) scaling factor dynamics in the 3rd layer.

TABLE I: YOLOv8-n mAP performance under LSQ training

and training with frozen weights and learnable scaling factors.

Method YOLOv8-n

Origin Model 32bit 37.3

Baseline LSQ 32.1
Freeze Freeze weight 31.7

B. Observing Oscillations in QAT

In this section, we examine the oscillation during

quantization-aware training of DNNs using YOLOv8n model

[14]. We perform QAT on YOLOv8n using learnable scaling

factors, following [11], until the model’s mAP shows minimal

further improvement.

Fig. 1(a) shows the histogram of latent weights in the 2nd

layer. A large proportion of weights are concentrated near the

quantization thresholds, which indicates a high probability of

oscillations between adjacent quantization levels. This phe-

nomenon is further illustrated in Fig. 1(b), where the latent

weights have chaotic oscillation.

To observe the oscillation of the scaling factor, the model

weights are frozen after training, and the scaling factors are

updated via the backpropagation algorithm.

Fig. 1(c) shows that, despite a small learning rate, the

scaling factor of weight and activation fluctuates around the

initial value. Such an instability is more severe in early layers,

where gradient fluctuations accumulate due to the chain rule.

The results in Table I show a noticeable drop in the model’s

mAP compared to the baseline, emphasizing the issue.

IV. METHODOLOGY

This section presents proposed methods to reduce oscilla-

tions and improve QAT stability. The first two methods are

applied during training, and the third one is a post-processing

step for fine-tuning performance.

A. Gradient Scaling Distance-aware (ScaleGrad)

We propose a function to solve the discontinuous behavior

as discussed in Sec.III-A, called PulseSmooth, as depicted in

Fig. 2. PulseSmooth allows for smoother gradient transitions.

We mathematically model the proposed method as follows.

Let X ∈ R
∗ denote the latent weight or activation tensor, and

0.6 0.4 0.2 0.0 0.2 0.4 0.6
m

0.4

0.2

0.0

0.2

0.4

f(m
)

0.50.5 +

PulseSmooth Function
f(x)

Fig. 2: The proposed PulseSmooth function, the x-axis rep-

resents the value of m in the range from -0.5 to 0.5. Note

that when m is in the range (-0.5+δ , 0.5-δ ) the PulseSmooth

function is an identity function.

s ∈ R be the scaling factor. We define that m =
(⌈

X
s

⌋

− X
s

)

and m ∈ (−0.5,0.5), and let δ be the continuous control

parameter. PulseSmooth function, denoted as Fps, is formulated

as follows:

Fps(m) =



















−
0.5−δ

δ
(m+0.5) if m ∈ (−0.5,−0.5+δ ]

m if m ∈ [−0.5+δ ,0.5−δ ]

−
0.5−δ

δ
(m−0.5) if m ∈ [0.5−δ ,0.5)

Our idea is that m has a smoother transition using δ . When

m approaches 0.5− δ or −0.5+ δ , it has a gradual change

in amplitude, while the sign remains unchanged. Therefore,

the PulseSmooth function reduces the abrupt changes in the

gradient of the scaling factor s, while still preserving the di-

rectional characteristics of the original discontinuous function

(5). The gradient for the loss function is given by:

∂L

∂ s
=

Nx

∑
i

∂L

∂ x̂i

Fps

(

∂ x̂i

∂ s

)

.

We note that, when the gradient force is weak, the latent

weight stays unchanged at a quantization level. So, we propose

a method of scaling the gradients of the latent weight accord-
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ing to the distance-aware factor for more stable convergence.

The proposed scaling function is given as:

Fscale(w) = e−k·∆

∆ =
∣

∣

∣

⌈w

s

⌋

−
w

s

∣

∣

∣
∈ [0,0.5)

(9)

where k controls the scaling function. The gradient of the latent

weight after scaling is as follows:

∂L

∂w
=







∂L
∂ ŵ

·Fscale(w) if w
s
∈ [α,β ]

0

(10)

Equations (9) and (10) show that when a latent weight is far

from the quantization threshold, Fscale has a large value to

push the update process. Meanwhile, for the latent weights

near the quantization threshold, a smaller value of Fscale does

not affect their update process; it is non-trivial to switch to a

new state to change the overall loss. As a result, this leads to

a more balanced and stable learning.

B. EMA-Aware Distance for updating weight (EAD)

To further mitigate the oscillations of weights and scaling

factors during the QAT process, we propose a distance-aware

Exponential Moving Average (EMA) method. As the train-

ing process approaches convergence, weights with quantized

values far from the latent weight highly oscillate between two

adjacent quantization levels. Therefore, those weights can have

a larger EMA smoothing factor to stabilize the update process.

In contrast, weights far from the quantization threshold have

a lower chance of changing quantization levels. So, a smaller

smoothing factor can use the latest updates from target loss,

which benefits overall performance. The update formula for

the latent weight W of lth layer at tth iteration is as follows:

W l
t = αW l

t−1 +(1−α)W l
t

α =

{

k · |W l
t −Ŵ l

t | if t > τ

0 else

(11)

The the scaling factor of activation sa and weight sW in the

lth layer is updated during training is as follows:

sl
W (t) = (1−µ)sl

W (t−1)+µsl
W (t)

sl
a(t) = (1−µ)sl

a(t−1)+µsl
a(t)

µ = (1−
t − τ

epoch− τ
)µinit

(12)

Where τ and k are hyperparameters representing the itera-

tion milestone at which the EMA update process is activated

and the corresponding scale factor, respectively. µinit is initial

smoothing coefficient used for updating of the scaling factor.

C. Adaptive Finetuning Weight (AFW)

In this section, we propose a post-processing for the quan-

tized model to fine-tune weights that exhibit strong oscillations

after training, aiming to help the model reach a better perfor-

mance. To identify which weights should be adjusted during

this stage, we track their state and sign transitions throughout

CLE + BA

Static folding batchnorm

Quantization Aware
Training

Adaptive Weight
Finetuning

Pretrained
model
float32

Quantized
model

Fig. 3: The training flow of the proposed method.

training using the frequency tracking metric [5]. Weights that

switch between adjacent quantization levels are frozen during

training and later fine-tuned in a post-processing step. We

formulate the following optimization problem as follows:

θ = argmin
θ

L(F(W,θ))+λR(θ) (13)

where F(W,θ) is the quantization function applied to the

weights selected for finetuning, parameterized by the learnable

variable θ , and is defined as follows:

F(W,θ) = s.clip

(⌈

W

s

⌋

+g(θ),α,β

)

g(θ) = clip(γ · tanh(θ),−1,1)

(14)

where γ is a scaling hyperparameter, and λ is a loss-

balancing parameter. R(θ) is a regularization term that con-

strains the quantity g(θ) to take values only in −1,0,1,

formulated as follows:

R(θ) = g(θ)2.((1−g(θ)2)2 (15)

Unlike Adaround [21], which applies floor operations uni-

formly to all W/s terms and may disrupt the model state, our

method preserves quantized weights and refines them using

a learnable offset g(θ), defined as a clipped tanh function

bounded in [−1,1] (Eq. 14). As shown in Table II and Table V,

our method outperforms both weight-freezing and Adaround.

V. EXPERIMENT

To evaluate the effectiveness of the proposed methods, we

conduct experiments focusing on lightweight models, such

as YOLO, MobileNet, EfficientNet, and ResNet18, which

are commonly deployed on resource-constrained hardware.

To highlight the capability of our methods under low-bit

quantization, we apply 3-bit and 4-bit quantization to both

weights and activations.

Experiment setup: Full flow of the proposed quantization

method is illustrated in Fig. 3. Following [2], we first fold
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TABLE II: The comparative results between the proposed method and other QAT approaches on both object detection and

object classification tasks.

Task Model FP
LSQ [11] PerChannel [2] Damp [5] RedYolo [4] Ours

4a4w 3a3w 4a4w 3a3w 4a4w 3a3w 4a4w 3a3w 4a4w 3a3w

OD

YOLOX-T [15] 32.8 28.3 25.3 29.2 26.1 29.5 26.1 29.1 25.6 30.5 28.2

YOLOv8-n [14] 37.3 33.1 29.9 33.4 30.5 33.9 31.3 33.3 30.9 35.2 33.1

YOLOv9-t [16] 38.3 34.8 31.8 34.6 31.7 35.4 31.9 35.6 32.6 36.5 34.7

YOLOv9-s [16] 46.8 43.8 40.1 43.8 41.3 44.1 41.8 44.6 40.3 45.1 43.6

CLS

MobileNetV1 [17] 70.6 67.6 64.7 67.7 65.2 68.2 65.7 68.7 66.1 69.2 66.6

MobileNetV2 [18] 72.0 69.5 65.3 70.5 67.9 70.6 67.8 70.4 67.6 71.1 68.2

EffictionNet-B0 [19] 77.1 75.9 73.2 76.3 73.4 76.1 73.5 75.6 73.1 76.4 74.1

MobileNeXt-x1.4 [20] 76.1 74.3 71.8 74.2 71.8 74.9 72.0 74.7 72.3 75.1 72.8

TABLE III: The experimental results of the proposed method

on various lightweight classification models evaluated on the

ImageNet-1K dataset.

Model Param (M) Acc.
Method

4A4W 3A3W

MobileNetV1 [17] 4.2M 70.6 69.2 66.6
MobileNetV2 [18] 3.4M 72.0 71.1 68.2
MobileNetV3-L [23] 5.4M 75.3 73.7 72.0
MobileNeXt-x1.4 [20] 6.1M 76.2 75.1 72.8
EffictionNet-B0 [19] 5.3 M 77.1 76.4 74.1
ShuffleNetV2-1.0 [24] 2.3M 69.5 67.9 65.8
Resnet18 [25] 11.7M 69.8 68.6 66.4
SE-ResNet-50 [26] 25.6M 76.7 76.0 73.7
VGG-16 [27] 138M 72.9 72.5 71.2

Conv-BatchNorm-ReLU layers in the pretrained model. Then,

we apply LSQ per-tensor quantization to both weights and

activations. To improve quantization performance, we use

Cross-Layer Equalization [1] and Bias Correction [1], and

initialize activation scales with the Moving Average Min-Max

method [22] on the validation set. We perform QAT for 80

epochs using ScaleGrad, 20 epochs for EAD with αinit = 0.1,

and 10 epochs for AFM, employing the Stochastic Gradient

Descent optimizer with a learning rate of 0.001, momentum of

0.9, weight decay of 1e-5, batch size of 128, γ and λ set to 1.1

and 0.1, respectively and a StepLR learning rate scheduler. All

experiments use PyTorch 11.12 on an NVIDIA V100 GPU.

A. Experiment result

1) Quantity result of proposed method: We conduct exper-

iments to evaluate the proposed method on two benchmark

datasets: MS COCO and ImageNet-1K, using a diverse set of

CNN architectures.

As shown in Table III, on the image classification task

(CLS), our proposed quantization method drives the perfor-

mance of quantized models to approach that of full-precision

models. Under 4-bit quantization, the accuracy gap between

quantized and original models keeps below 1.6%, and within

4% for 3 bits. Larger models like VGG16 and SE-ResNet-50

show less than 0.7% drop, confirming the method’s effective-

ness on deeper networks.

For object detection task (OD) (Table IV), our method

shows a high mAP score on lightweight detectors like YOLO

and SSD. For instance, YOLOv8-s and YOLOv9-s maintain

TABLE IV: Experimental results of the proposed method on

different lightweight object detection models are evaluated on

the MS COCO dataset.

Model Param (M) mAP
Method

4A4W 3A3W

MobileNet SSD V2 [28] 3.4M 25.7 23.1 20.9
YOLOX-Nano [15] 0.9M 26.1 22.3 20.3
YOLOX-Tiny [15] 5.1M 32.8 30.5 28.2
YOLOv8-n [14] 3.2M 37.3 35.2 33.1
YOLOv8-s [14] 11.2M 44.9 43.5 41.8
YOLOv8-m [14] 25.9M 50.2 49.1 47.9
YOLOv9-t [16] 2.0M 38.3 36.5 34.7
YOLOv9-s [16] 7.1M 46.8 45.1 43.6

TABLE V: Table of ablation impact of each proposed method

on the overall results. The symbols ”-” and ✓ indicate that

the method was not used and was used, respectively.

Method Bit
a/w

Model
ScaleGrad EAD AFW AdaRound YOLOv8n Yolov9t MBNetV2

- - - -

4

33.1 34.8 69.5
✓ - - - 34.2 36.0 70.4
✓ ✓ - - 35.0 35.6 70.8
✓ ✓ - ✓ 34.8 36.1 70.5
✓ ✓ ✓ - 35.2 36.5 71.1

- - - -

3

29.9 31.8 65.3
✓ - - - 31.7 33.3 67.3
✓ ✓ - - 32.6 34.5 67.6
✓ ✓ - ✓ 32.6 34.3 67.4
✓ ✓ ✓ - 33.1 34.7 68.2

under 1.8% loss at 4 bits and around 3% at 3 bits. This presents

a favorable trade-off for edge deployment, offering up to 8×

memory savings with minimal accuracy loss.

2) Comparison of results with other methods: We compare

our method with existing QAT approaches LSQ, Per-Channel

Quantization, Damping Loss, and RedYolo—on both object

detection (using lightweight YOLO models) and classification

(using MobileNet and EfficientNet variants). As shown in

Table II, our method outperforms all baselines in 4 bits and 3

bits settings. Compared to LSQ, it achieves more than 1.5%

improvement in most models, including a 2.2% mAP gain in

YOLOX-T and a 1.6% top-1 accuracy boost in MobileNetV1.

It also outperforms Damping Loss by over 1% at 4 bits

and 1.7% at 3 bits. Unlike Per-Channel Quantization and

RedYolo, our method avoids extra channel-wise parameters,

maintaining compatibility with hardware accelerators while

achieving better overall performance.
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B. Ablation Study

We conduct ablation studies on lightweight models to as-

sess the impact of each proposed algorithm on quantization

performance. As shown in Table V, all methods improve upon

baseline LSQ (first row). ScaleGrad consistently boosts per-

formance by over 1.5% by smoothing gradients. Adding EAD

yields further gains, for instance, Yolov9t witnesses a 1.2%

accuracy increase. AFW provides the highest improvements,

with MobileNetv2 gaining 1.6% at 4-bit and 2.9% at 3-bit

quantization. Notably, AFW outperforms AdaRound, which

in some cases slightly degrades performance (e.g., YOLOv8-n

drops 0.2% mAP). These results confirm that combining AFW

with ScaleGrad and EAD yields the best low-bit quantization

results.

VI. CONCLUSION

In this paper, we conduct a comprehensive analysis of oscil-

lation phenomena in low-bit QAT, combining both theoretical

insights and empirical observations. We find that the key

causes of instability and suboptimal convergence of QAT due

to the abrupt fluctuations in the gradient of scaling factors

and the dependency of latent weight gradients on quantization

transitions rather than their values. To address these issues,

we propose three techniques: Gradient Scaling Aware Dis-

tance, EMA Aware Distance for Update Weight, and Adaptive

Finetuning Weight. Our methods stabilize training dynamics

and improve performance for classification and object detec-

tion tasks with 4 bits and 3 bits of quantization. They do

not introduce extra computational overhead during inference,

making them practical for resource-constrained deployment.

The future work aims to develop the AFW method to support

end-to-end integration during training and further enhance

quantization performance.
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